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Lab Module1: Using SQL Server Management Studio and SQLCMD 
	Objectives
	Exercise 1:

Start using Microsoft SQL Server 2008 Books Online, considered as the primary source of information about Microsoft SQL Server 2008.
Exercise 2:

Write a few queries to retrieve metadata.

Although we have not yet learned how to write queries, the scope of this exercise is to be familiar with the tools that come along with SQL Server and take a look at how to retrieve metadata.
Exercise 3:

Make use of the SQLCMD utility.

	
	

	Estimated time to complete this lab
	20 minutes

	
	

	Exercise 1 
	To start using SQL Server 2008 Books Online.

Go to the Microsoft SQL Server 2008 at the Windows start menu

choose Documentation and Tutorials and then click SQL Server Books Online
Choose the Contents tab at the bottom left side. Expand the top node, SQL Server 2008 Books Online.
Start at the top of the Contents Tree, below the second level node Database Engine you will find Technical Reference expand this and then expand Transact-SQL Reference. This is a collection of topics where you will spend a lot of time. 
Take a swift scroll-down and realize that T-SQL contains a vast amount of statements, operators, keywords and functions. 
Go to the Index tab in the lower left. Here you have an indexed list of what you can encounter when writing queries, whatever you can imagine; it is there, as long it has to do with SQL Server. 
Write sel in the Look for textbox and notice that a bunch of topics appears that adheres to the SELECT statement. Click on SELECT INTO Statement about 18 rows down, it will then appear a list at the bottom that gives you a couple suggestions. Click on SELECT Examples (Transact-SQL) for a collection of examples SELECT statement. 
We will take a look on that in the next module.

Write select statement in the Look for textbox and you will receive an even broader guide to what you can do in a select statement.


	
	Locate the Search tab in the top, right area and click it. Write the word Query in the drop down list box and click the button Search to the right. After the search is completed you receive 500 suggestions for the search of Query. This can be tedious to go through, we therefore complete the search string in the same manner as many other search engine work:  

Make sure you write query near optimize, you then filter out just about 35 hits for relevant information.

Add not xml to the search string so it looks like query near optimize not xml. You are then down on about 19 hits. 

This shows you how powerful the search mechanism is in SQL Server Books Online are. This is very useful when specific information is of interest.

Click the topic about Query Tuning Recommendations and let it load. Find the Sync with table of contents button at the toolbar. Click that and you will find that other related information appears on that section of the Table Of Content.

	
	

	Exercise 2
	Start SQL Server Management Studio and connect the Object Explorer to the database engine using integrated. Open a query window, then to the new query window write:

USE master 

GO
SELECT * FROM sys.databases
Execute the query by hitting the F5 key.

This query requests information about the databases in the system by retrieving all columns from the sys.databases catalog view.

Take a look at the result and scroll to the right. Try to find out what databases that have the recovery_model_desc column set to FULL.

Additional information about the sys.databases catalog view is to be found in Microsoft SQL Server 2005 Books Online. Just write the name of this view in the look for textbox at the Index tab and you will find it.
To use a dynamic management view, write the following: 

SELECT * FROM sys.dm_tran_locks

WHERE resource_database_id = DB_ID()

The view sys.dm_tran_locks gathers metadata about current transactions in the current database regarding recourse locking. The system function DB_ID() returns the identification number of the current database.

Additional information about dynamic management functions is to be found in Microsoft SQL Server 2005 Books Online. The topics regarding Catalog Views and Dynamic Management Views and Functions are your time well invested in, if you choose to read those.
You can close Management Studio if you wish, without saving the query window as a file.


	
	

	Exercice 3
	SQLCMD utility

Start a new command prompt window. Write sqlcmd -? to review the switches available for the utility. You will in a moment make use of the -i and -o switches. First you will work interactive with the utility.
Change the statement to read just sqlcmd and hit to Enter key. If prompted “1>”, then you managed to connect to localhost, default instance with Windows Integrated security. Review the product documentation for more information if necessary.
At the prompt write the following (after each line hit the Enter key):
1> USE AdventureWorks2008
2> SELECT name FROM Production.ProductCategory

3> GO
The answer should look like the following:

Changed database context to 'AdventureWorks2008'.

name

--------------------------------------------------

Accessories

Bikes

Clothing

Components

(4 rows affected)

Exit the SQLCMD utility by writing quit and hitting the Enter key. Exit the command prompt.
Start a new query window in Management Studio by clicking the button New Query at the top left. Write the following:
USE AdventureWorks2008;

GO
SELECT Name, GroupName 

FROM HumanResources.Department;

Save the file to C:\temp\TheQuery.sql. Start a new command window and write the following:

sqlcmd.exe -i c:\temp\TheQuery.sql -o c:\temp\TheResult.txt
Browse to the folder c:\temp\and review the textfile.

	
	

	
	End of lab


Lab Module2: Querying and Filtering Data 
	Objectives 


	The labs in first part of this module aim to practice what you have learned theoretically in context of retrieving data in various ways. In all exercises you will work with the AdventureWorks2008 sample database. You will use the Production schema for retrieval of data from several tables.

Suggestions on solutions for all exercises will be found at the very end of this compendium.

	
	

	Estimated time to complete this lab
	45 min.



	
	

	Note
	A series of dots (…………) in result sets indicates that rows have been excluded for presentational reasons. 

	Exercise 1


	Write a query that retrieves the columns ProductID, Name, Color and ListPrice from the Production.Product table, with no filter. Your result set should look something like the following.  

ProductID   Name                           Color           ListPrice

----------- ------------------------------ --------------- -----------

1           Adjustable Race                NULL            0,00

2           Bearing Ball                   NULL            0,00

3           BB Ball Bearing                NULL            0,00

4           Headset Ball Bearings          NULL            0,00

316         Blade                          NULL            0,00 

                                             …………

995         ML Bottom Bracket              NULL            101,24

996         HL Bottom Bracket              NULL            121,49

997         Road-750 Black, 44             Black           539,99

998         Road-750 Black, 48             Black           539,99

999         Road-750 Black, 52             Black           539,99

(504 row(s) affected) 

	
	

	Exercise 2


	Continue to work with the previous query and exclude those rows that are 0 for the column ListPrice. Your result set should look something like the following.  
ProductID   Name                           Color           ListPrice

----------- ------------------------------ --------------- ----------

514         LL Mountain Seat Assembly      NULL            133,34

515         ML Mountain Seat Assembly      NULL            147,14

516         HL Mountain Seat Assembly      NULL            196,92

517         LL Road Seat Assembly          NULL            133,34

518         ML Road Seat Assembly          NULL            147,14
                              …………

997         Road-750 Black, 44             Black           539,99

998         Road-750 Black, 48             Black           539,99

999         Road-750 Black, 52             Black           539,99

(304 row(s) affected)

	
	

	Exercise 3


	Use the same query, but this time you just want to see the rows that are NULL for the Color column. Your result set should look something like the following.  

ProductID   Name                           Color           ListPrice

----------- ------------------------------ --------------- -----------

1           Adjustable Race                NULL            0,00

2           Bearing Ball                   NULL            0,00

3           BB Ball Bearing                NULL            0,00

4           Headset Ball Bearings          NULL            0,00

316         Blade                          NULL            0,00
                             ………

947         HL Touring Handlebars          NULL            91,57

994         LL Bottom Bracket              NULL            53,99

995         ML Bottom Bracket              NULL            101,24

996         HL Bottom Bracket              NULL            121,49

(248 row(s) affected)

	
	

	Exercise 4


	Use the same query, but this time you just want to see the rows that are not NULL for the Color column. Your result set should look something like the following.  

ProductID   Name                           Color           ListPrice

----------- ------------------------------ --------------- -----------

317         LL Crankarm                    Black           0,00

318         ML Crankarm                    Black           0,00

319         HL Crankarm                    Black           0,00

320         Chainring Bolts                Silver          0,00
                   ………

992         Mountain-500 Black, 48         Black           539,99

993         Mountain-500 Black, 52         Black           539,99

997         Road-750 Black, 44             Black           539,99

998         Road-750 Black, 48             Black           539,99

999         Road-750 Black, 52             Black           539,99

(256 row(s) affected)

	
	

	Exercise 5


	Now, combine two search arguments in the query you have been working with. You just want to see the rows that are not NULL for the column Color, and the column ListPrice has a value greater than zero. Your result set should look something like the following.  

ProductID   Name                           Color           ListPrice

----------- ------------------------------ --------------- ----------

680         HL Road Frame - Black, 58      Black           1431,50

706         HL Road Frame - Red, 58        Red             1431,50

707         Sport-100 Helmet, Red          Red             34,99

708         Sport-100 Helmet, Black        Black           34,99

                          ………

993         Mountain-500 Black, 52         Black           539,99

997         Road-750 Black, 44             Black           539,99

998         Road-750 Black, 48             Black           539,99

999         Road-750 Black, 52             Black           539,99

(245 row(s) affected)

	
	

	Exercise 6


	Now we want a report that concatenates the columns Name and Color from the Production.Product table. Your result set should look something like the following. Make sure you exclude rows that are NULL for the column Color. Also notice the column name.

Name And Color

------------------------------------------

LL Crankarm : Black

ML Crankarm : Black

HL Crankarm : Black

Chainring Bolts : Silver

Chainring Nut : Silver

Chainring : Black
        ………

Mountain-500 Black, 44 : Black

Mountain-500 Black, 48 : Black

Mountain-500 Black, 52 : Black

Road-750 Black, 44 : Black

Road-750 Black, 48 : Black

Road-750 Black, 52 : Black

(256 row(s) affected)


	
	

	Exercise 7


	Customize the previous query so the answer looks like the following. 

Name And Color

--------------------------------------------------

NAME: LL Crankarm  --  COLOR: Black

NAME: ML Crankarm  --  COLOR: Black

NAME: HL Crankarm  --  COLOR: Black

NAME: Chainring Bolts  --  COLOR: Silver

NAME: Chainring Nut  --  COLOR: Silver

NAME: Chainring  --  COLOR: Black
    ………

NAME: Mountain-500 Black, 48  --  COLOR: Black

NAME: Mountain-500 Black, 52  --  COLOR: Black

NAME: Road-750 Black, 44  --  COLOR: Black

NAME: Road-750 Black, 48  --  COLOR: Black

NAME: Road-750 Black, 52  --  COLOR: Black

(256 row(s) affected)

	
	

	Exercise 8


	Now we would like to see the columns ProductID and Name from the Production.Product table filtered by ProductID from 400 to 500. Write a query that makes your result set look something like the following. Try to make your WHERE clause as simple and readable as possible.

ProductID   Name

----------- -----------------------------

400         LL Hub

401         HL Hub

402         Keyed Washer

403         External Lock Washer 3

404         External Lock Washer 4

405         External Lock Washer 9

406         External Lock Washer 5
            ………

494         Paint - Silver

495         Paint - Blue

496         Paint - Yellow

497         Pinch Bolt

(98 row(s) affected)

	
	

	Exercise 9


	We would like to see the columns ProductID, Name and color from the Production.Product table restricted to the colors black and blue. Write a query that makes your result set look something like the following. Try to make your WHERE clause as simple and readable as possible.

ProductID   Name                                color

----------- ----------------------------------- --------

317         LL Crankarm                         Black

318         ML Crankarm                         Black

319         HL Crankarm                         Black

322         Chainring                           Black

680         HL Road Frame - Black, 58           Black

708         Sport-100 Helmet, Black             Black

711         Sport-100 Helmet, Blue              Blue

722         LL Road Frame - Black, 58           Black
    ………

992         Mountain-500 Black, 48              Black

993         Mountain-500 Black, 52              Black

997         Road-750 Black, 44                  Black

998         Road-750 Black, 48                  Black

999         Road-750 Black, 52                  Black

(119 row(s) affected) 

	
	

	Exercise 10


	Wildcards
This exercise and the next three following will make use of wildcards in Transact-SQL. To begin with, we would like a report on products that begins with the letter S. 

Write a query that retrieves the columns Name and ListPrice from the Production.Product table. Your result set should look something like the following. Order the result set by the Name column. 

Name                                               ListPrice

-------------------------------------------------- -----------

Seat Lug                                           0,00

Seat Post                                          0,00

Seat Stays                                         0,00

Seat Tube                                          0,00

Short-Sleeve Classic Jersey, L                     53,99

Short-Sleeve Classic Jersey, M                     53,99

            ………

Sport-100 Helmet, Blue                             34,99

Sport-100 Helmet, Red                              34,99

Steerer                                            0,00

Stem                                               0,00

(14 row(s) affected)

	
	

	Exercise 11


	Now we would like a report on products that begins with the letters S or A. Write a query that retrieves the columns Name and ListPrice from the Production.Product table. Your result set should look something like the following. Order the result set by the Name column.
Name                                               ListPrice

-------------------------------------------------- ----------

Adjustable Race                                    0,00

All-Purpose Bike Stand                             159,00

AWC Logo Cap                                       8,99

Seat Lug                                           0,00

Seat Post                                          0,00
               ………

Sport-100 Helmet, Red                              34,99

Steerer                                            0,00

Stem                                               0,00

(17 row(s) affected)

	
	

	Exercise 12


	Adjust your query so you retrieve rows that have a Name that begins with the letters SPO, but is then not followed by the letter K. After this zero or more letters can exists. Order the result set by the Name column.

Name                                               ListPrice

-------------------------------------------------- -----------

Sport-100 Helmet, Black                            34,99

Sport-100 Helmet, Blue                             34,99

Sport-100 Helmet, Red                              34,99

(3 row(s) affected)

	
	

	Exercise 13


	Write a query that retrieves unique colors from the table Production.Product. We do not want to see all the rows, just what colors that exist in the column Color. Your result set should look something like the following.

Color
---------------

NULL

Black

Blue

Grey

Multi

Red

Silver

Silver/Black

White

Yellow

(10 row(s) affected)

	
	

	Exercise 14


	Write a query that retrieves the unique combination of columns ProductSubcategoryID and Color from the Production.Product table. Format and sort so the result set accordingly to the following. We do not want any rows that are NULL.in any of the two columns in the result.
ProductSubcategoryID Color

-------------------- ---------------

1                    Silver

1                    Black

2                    Yellow

2                    Red

2                    Black

3                    Yellow
            …………

31                   Red

31                   Blue

31                   Black

32                   Silver

35                   Grey

(34 row(s) affected) 

	Exercise 15


	Something is “wrong” with the WHERE clause in the following query. 

We do not want any Red or Black products from any SubCategory than those with the value of 1 in column ProductSubCategoryID, unless they cost between 1000 and 2000.

Note:

The LEFT() function will be covered in a forthcoming module.

SELECT ProductSubCategoryID

      , LEFT([Name],35) AS [Name]

      , Color, ListPrice 

FROM Production.Product

WHERE Color IN ('Red','Black') 

      OR ListPrice BETWEEN 1000 AND 2000 

      AND ProductSubCategoryID = 1

ORDER BY ProductID

Write the query in the editor and execute it. Take a look at the result set and then adjust the query so it delivers the following result set.

Tip: 

Operator precedence is often a source of confusion.



	ProductSubCategoryID Name                                Color           ListPrice

-------------------- ----------------------------------- --------------- ---------

14                   HL Road Frame - Black, 58           Black           1431,50

14                   HL Road Frame - Red, 58             Red             1431,50

14                   HL Road Frame - Red, 62             Red             1431,50

14                   HL Road Frame - Red, 44             Red             1431,50

14                   HL Road Frame - Red, 48             Red             1431,50

14                   HL Road Frame - Red, 52             Red             1431,50

14                   HL Road Frame - Red, 56             Red             1431,50

12                   HL Mountain Frame - Silver, 42      Silver          1364,50

12                   HL Mountain Frame - Silver, 44      Silver          1364,50

12                   HL Mountain Frame - Silver, 48      Silver          1364,50

                                    ......

2                    Road-350-W Yellow, 44               Yellow          1700,99

2                    Road-350-W Yellow, 48               Yellow          1700,99

1                    Mountain-500 Black, 40              Black           539,99

1                    Mountain-500 Black, 42              Black           539,99

1                    Mountain-500 Black, 44              Black           539,99

1                    Mountain-500 Black, 48              Black           539,99

1                    Mountain-500 Black, 52              Black           539,99

(63 row(s) affected)

	
	

	Exercise 16
	Use the Production.Product table to return product name, color and list price for each product. For the color column, where there is NULL, replace it with the string Unknown.

Name                           Color           ListPrice

------------------------------ --------------- ----------

Adjustable Race                Unknown         0,00

Bearing Ball                   Unknown         0,00

BB Ball Bearing                Unknown         0,00

Headset Ball Bearings          Unknown         0,00

.....

HL Bottom Bracket              Unknown         121,49

Road-750 Black, 44             Black           539,99

Road-750 Black, 48             Black           539,99

Road-750 Black, 52             Black           539,99

(504 row(s) affected)

	
	

	
	

	
	

	
	

	
	

	
	


Lab Module3: Grouping and Summarizing Data 
	
	

	Objectives
	To make use of various functions for manipulation and calculations on data.

In these exercises we will query some tables in the Production schema in the AdventureWorks2008 sample database.

The last two exercises are more advanced.

	
	

	Estimated time to complete this lab
	60 minutes

	
	

	Solutions
	You will find solution suggestion at the end of this lab manual.

	
	

	Exercise 1
	How many products can you find in the Production.Product table? Your result set should look like the following.

-----------

504

(1 row(s) affected)

	
	

	Exercise 2
	Write a query that retrieves the number of products in the Production.Product table that are included in a subcategory. The rows that have NULL in column ProductSubcategoryID are considered to not be a part of any subcategory.

HasSubCategoryID

----------------

295

(1 row(s) affected)

Notice that the result has a column name. Also take a look at the message you receive from SQL Server

	
	

	Exercise 3
	How many Products reside in each SubCategory?

The answer to this is retrievable if you write a query that use the COUNT aggregate function combined with a GROUP BY clause. 

The column ProductSubcategoryID is a candidate for building groups of rows when querying the Production.Product table. Your result set should look something like the result below. 
Notice the column alias for the second column.

ProductSubcategoryID CountedProducts

-------------------- ---------------

NULL                 209

1                    32

2                    43

3                    22

4                    8

              ………

34                   1

35                   1

36                   2

37                   11

(38 row(s) affected)

	
	

	Exercise 4
	Try to write two different queries to find out how many products that do not have a product subcategory. One query without the WHERE clause and one query using a WHERE clause. The rows that have NULL in column ProductSubcategoryID are considered to not be a part of any subcategory.

Tip: In the first we can use a difference between expressions to calculate the figure.

-----------

209

(1 row(s) affected)
The other way using a WHERE clause. Observe the column alias.

NoSubCat

-----------

209

(1 row(s) affected)

	
	

	Exercise 5
	A report is needed, the summary of products in stock. Write a query against another table this time, the Production.ProductInventory table.

ProductID   TheSum

----------- -----------

1           1085

2           1109

3           1352

4           1322

316         1361

         ……… 

997         153

998         155

999         194

(432 row(s) affected)



	Exercise 6
	Continue to write on the query in previous exercise. Add a WHERE clause that extracts the rows that have the column LocationID set to 40 and limit the result to include just summarized quantities less then 100.

Tip: now is the time to see the HAVING clause in action.

ProductID   TheSum

----------- -----------

492         16

493         28

494         4

495         25

496         44

814         96

943         88

(7 row(s) affected)

	
	

	Exercise 7
	In this query we also want to see what shelf the product is to be delivered from. Add code to the previous query. 

Shelf      ProductID   TheSum

---------- ----------- -----------

B          492         16

B          493         28

B          494         4

B          495         25

B          496         44

N/A        814         96

N/A        943         88

(7 row(s) affected)

	
	

	Exercise 8
	We would like to see the average quantity for products where column LocationID has the value of 10. The table Production.ProductInventory has the answer.
TheAvg

-----------

295

(1 row(s) affected)


	
	

	Exercise 9
	To continue to write on the previous query, we would like to see the result by shelf excluding rows that has the value of N/A in the column Shelf. We also want to see a total average based on shelf only and also for all products (“grand total”).

ProductID   Shelf      TheAvg

----------- ---------- -----------

NULL        NULL       328

476         A          404

477         A          353

478         A          622

NULL        A          459

316         B          388

398         B          404

                 …………

813         E          251

946         E          248

947         E          244

NULL        E          255

327         F          443

NULL        F          443

482         L          176

483         L          459

484         L          196

485         L          176

486         L          457

487         L          324

488         L          305

NULL        L          299

(47 row(s) affected)

	
	

	Exercise 10


	We want to know number of members (rows) and average list price in the Production.Product table. This should be grouped independently over the Color and the Class column. We are not interested in any rows where Color nor Class are null (WHERE Class IS NOT NULL AND Color IS NOT NULL).

Hint: think GROUPING SETS.

Color           Class TheCount    AvgPrice

--------------- ----- ----------- ---------------------

NULL            H     71          1925,146

NULL            L     76          461,2811

NULL            M     52          809,6705

Black           NULL  72          917,7209

Blue            NULL  22          1081,3713

Red             NULL  37          1438,8948

Silver          NULL  30          1202,065

Silver/Black    NULL  6           61,19

Yellow          NULL  32          1072,229

(9 row(s) affected)

	
	

	Exercise 11
	We now want to examine the function GROUPING. The following query generates the result below the query itself. Take a look and complete the query so it results to the second result set.

SELECT ProductSubcategoryID

      , COUNT(Name) as Counted

FROM Production.Product

GROUP BY ROLLUP (ProductSubcategoryID)

ProductSubcategoryID Counted

-------------------- -----------

NULL                 209

1                    32

2                    43

3                    22

4                    8

             ………… 

32                   1

33                   3

34                   1

35                   1

36                   2

37                   11

NULL                 504

(39 row(s) affected)
Below you find the second result set, continue to write a complete query so it gives the following answer. The added column is for clarity regarding NULL.
ProductSubcategoryID Counted     IsGrandTotal
-------------------- ----------- -----------

NULL                 209         0

NULL                 504         1

1                    32          0

2                    43          0

3                    22          0

                         …… 

34                   1           0

35                   1           0

36                   2           0

37                   11          0

(39 row(s) affected)

	
	

	
	Rank Functions

	Exercise 12


	Use the ProductCategory table in the Production schema to return each product name. We also want them numbered, in alphabetical order: Use the ROW_NUMBER function.
DictOrder            Name

-------------------- ---------------

1                    Accessories

2                    Bikes

3                    Clothing

4                    Components

(4 row(s) affected)


	Exercise 13
	Use the RANK function to create the following result set. You are supposed to rank products by their quantity in stock on different locations. 

Tip: Choose LocationID for the partitioning, on Quantity in descending order. Order the result by LocationID, RANK. Also limit the result set to only show LocationID´s 2, 3 and 4.

Name                 LocationID Quantity RANK

-------------------- ---------- -------- --------------------

Metal Sheet 3        2          691      1

Metal Plate 1        2          689      2

Metal Sheet 5        2          689      2

Metal Bar 2          2          497      4

Metal Plate 2        2          441      5

Metal Plate 3        2          427      6

Metal Sheet 7        2          427      6

Metal Bar 1          2          403      8

Metal Sheet 6        2          331      9

Metal Sheet 2        2          321      10

Metal Sheet 4        2          321      10

Metal Sheet 1        2          312      12

Paint - Silver       3          49       1

Paint - Blue         3          49       1

Paint - Red          3          41       3

Paint - Yellow       3          30       4

Paint - Black        3          17       5

Paint - Blue         4          35       1

Paint - Yellow       4          25       2

Paint - Red          4          24       3

Paint - Black        4          14       4

Paint - Silver       4          12       5

(22 row(s) affected)

	
	


Lab Module 4 Joining Data from Multiple Tables
	
	

	Objectives
	The labs in this module are divided into two parts. The first part is aimed for practicing joins, just join. The second part is incorporating join and aggregations. 

	
	

	Lab Answers
	Suggestions for solutions to the exercises can be found at the end of this lab manual.

	
	

	Estimated time to complete the lab
	70 minutes.

	
	

	
	Part one, solely JOIN exercises


	Exercise 1
	Write a query that lists the country and province names stored in AdventureWorks2008 sample database. In the Person schema you will find the CountryRegion and StateProvince tables. Join them and produce a result set similar to the following. Notice that there is no particular sort order in the result set.

Country                        Province

------------------------------ ------------------------

Canada                         Alberta

United States                  Alaska

United States                  Alabama

United States                  Arkansas

American Samoa                 American Samoa

                 ………

France                         Belford (Territoire de)

France                         Essonne

France                         Hauts de Seine

France                         Seine Saint Denis

France                         Val de Marne

France                         Val d'Oise

(181 row(s) affected)

	
	

	Exercise 2
	Continue to work with the previous query and add a filter to only list the countries Germany and Canada. Also notice the sort order and column headings of the result set. Your result set should look similar to the following.

Country                        Province

------------------------------ ------------------------

Canada                         Alberta

Canada                         British Columbia

Canada                         Brunswick

Canada                         Labrador

Canada                         Manitoba

Canada                         Newfoundland
                          ………

Germany                        Brandenburg

Germany                        Hamburg

Germany                        Hessen

Germany                        Nordrhein-Westfalen

Germany                        Saarland

Germany                        Saxony

(20 row(s) affected

	
	

	Exercise 3

	We want information about orders. From the Sales.SalesOrderHeader table we want the SalesOrderID, OrderDate and SalesPersonID colums. From the Sales.SalesPerson table we want the BusinessEntityID (which identifies the sales person), Bonus and the SalesYTD (how much this person sold for yet this year) columns. 

(As an aside, note that joining SalesOrderHeader to SalesPerson will restrict the result to non-Internet orders (order processed on the Internet has 1 in the OnlineOrderFlag, and has NULL for the SalesPersonID column.)

Note that the time portion below has been removed from the OrderDate column for presentation purposes.



	SalesOrderID OrderDate   SalesPersonID BusinessEntityID Bonus      SalesYTD

------------ ----------- ------------- ---------------- ---------- ---------------------

43659        2001-07-01  279           279              6700,00    2811012,7151

43660        2001-07-01  279           279              6700,00    2811012,7151

43661        2001-07-01  282           282              5000,00    3189356,2465

43662        2001-07-01  282           282              5000,00    3189356,2465

43663        2001-07-01  276           276              2000,00    5200475,2313

43664        2001-07-01  280           280              5000,00    0,00

.....

71949        2004-06-01  277           277              2500,00    3857163,6332

71950        2004-06-01  279           279              6700,00    2811012,7151

71951        2004-06-01  279           279              6700,00    2811012,7151

71952        2004-06-01  275           275              4100,00    4557045,0459

(3806 row(s) affected)


	
	

	Exercise 4


	Use above query, add JobTitle and remove the SalesPersonID and the BusinessEntityID columns. You need to join to the HumanResources.Employee table.



	SalesOrderID OrderDate   Jobtitle             Bonus    SalesYTD

------------ ----------- -------------------- -------- -----------------
43659        2001-07-01  Sales Representative 6700.00  2811012,7151

43660        2001-07-01  Sales Representative 6700.00  2811012,7151

43661        2001-07-01  Sales Representative 5000.00  3189356,2465

43662        2001-07-01  Sales Representative 5000.00  3189356,2465

......

71947        2004-06-01  Sales Representative 2500.00  3857163,6332

71948        2004-06-01  Sales Representative 6700.00  2811012,7151

71949        2004-06-01  Sales Representative 2500.00  3857163,6332

71950        2004-06-01  Sales Representative 6700.00  2811012,7151

71951        2004-06-01  Sales Representative 6700.00  2811012,7151

71952        2004-06-01  Sales Representative 4100.00  4557045,0459

(3806 row(s) affected)


	
	

	Exercise 5


	Now use above query and join to the Person.Person table. Add the FirstName and LastName column and remove the JobTitle, and SalesYTD columns.

If you study the foreign key relationships between the tables, you might notice that there is no direct foreign key relationship between the Employee and the Person table. But there is an indirect relationship through the BusinessEntity table, since shince this is one-to-one relationship to both Person and Employee, we actually don’t need this table in our query.

SalesOrderID OrderDate   FirstName  LastName        Bonus

------------ ----------- ---------- --------------- --------

43659        2001-07-01  Tsvi       Reiter          6700.00

43660        2001-07-01  Tsvi       Reiter          6700.00

43661        2001-07-01  José       Saraiva         5000.00

43662        2001-07-01  José       Saraiva         5000.00

43663        2001-07-01  Linda      Mitchell        2000.00

.........

71946        2004-06-01  José       Saraiva         5000.00

71947        2004-06-01  Jillian    Carson          2500.00

71948        2004-06-01  Tsvi       Reiter          6700.00

71949        2004-06-01  Jillian    Carson          2500.00

71950        2004-06-01  Tsvi       Reiter          6700.00

71951        2004-06-01  Tsvi       Reiter          6700.00

71952        2004-06-01  Michael    Blythe          4100.00

(3806 row(s) affected)


	
	

	Exercise 6


	Since we don’t return any columns from the Employee table, and the relationships for the BusinessEntityID column are one-to-one, we actually don’t need the Employee table in the query. Re-write above query to that you remove the Employee table from the query, and make sure that the result is the same as from above query.

	
	

	Exercise 7


	Now we don’t want the Bonus column anymore. Again, we can remove table from the query, because we have one-to-one relationships. Remove the Bonus column and the references to the SalesPerson table. 

SalesOrderID OrderDate   FirstName  LastName

------------ ----------- ---------- ---------------

43659        2001-07-01  Tsvi       Reiter

43660        2001-07-01  Tsvi       Reiter

43661        2001-07-01  José       Saraiva

43662        2001-07-01  José       Saraiva

......

71948        2004-06-01  Tsvi       Reiter

71949        2004-06-01  Jillian    Carson

71950        2004-06-01  Tsvi       Reiter

71951        2004-06-01  Tsvi       Reiter

71952        2004-06-01  Michael    Blythe

(3806 row(s) affected)



	
	

	Exercise 8

	We also want to see order details information. Use above query and join it to the Sales.SalesOrderDetail table, from which you return the ProductID and OrderQty column. Also, concatenate the FirstName and LastName columns into one column named SalesPerson. Order the rows by the OrderDate, SalesOrderID columns.

SalesOrderID OrderDate   SalesPerson       ProductID   OrderQty

------------ ----------- ----------------- ----------- --------

43659        2001-07-01  Tsvi Reiter       776         1

43659        2001-07-01  Tsvi Reiter       777         3

43659        2001-07-01  Tsvi Reiter       778         1

43659        2001-07-01  Tsvi Reiter       771         1

43659        2001-07-01  Tsvi Reiter       772         1

43659        2001-07-01  Tsvi Reiter       773         2

......

71952        2004-06-01  Michael Blythe    910         4

71952        2004-06-01  Michael Blythe    924         4

71952        2004-06-01  Michael Blythe    926         5

71952        2004-06-01  Michael Blythe    920         2

71952        2004-06-01  Michael Blythe    743         1

71952        2004-06-01  Michael Blythe    742         4

71952        2004-06-01  Michael Blythe    994         3

71952        2004-06-01  Michael Blythe    985         3

(60919 row(s) affected)



	
	

	Exercise 9

	Now we want the name of the product instead of the ProductID column. You can get this by joining to the Production.Product table.



	SalesOrderID OrderDate   SalesPerson      ProductName                     OrderQty

------------ ----------- ---------------- ------------------------------- --------

43659        2001-07-01  Tsvi Reiter      Mountain-100 Black, 42          1

43659        2001-07-01  Tsvi Reiter      Mountain-100 Black, 44          3

43659        2001-07-01  Tsvi Reiter      Mountain-100 Black, 48          1

43659        2001-07-01  Tsvi Reiter      Mountain-100 Silver, 38         1

43659        2001-07-01  Tsvi Reiter      Mountain-100 Silver, 42         1

......

71952        2004-06-01  Michael Blythe   LL Mountain Frame - Black, 48   5

71952        2004-06-01  Michael Blythe   LL Mountain Frame - Silver, 52  2

71952        2004-06-01  Michael Blythe   HL Mountain Frame - Black, 42   1

71952        2004-06-01  Michael Blythe   HL Mountain Frame - Silver, 46  4

71952        2004-06-01  Michael Blythe   LL Bottom Bracket               3

71952        2004-06-01  Michael Blythe   Mountain-500 Silver, 42         3

(60919 row(s) affected)



	
	

	Exercise 10

	Now you want to use above and limit so you:

1. Only see order with order value over 100 000 (SubTotal column in order header table)

2. Only see orders with order date of year 2004. You can either limit this using the DATEPART function to return the year, or you can use a range in the WHERE clause, as described in http://www.karaszi.com/SQLServer/info_datetime.asp, the “Searching for datetime values” section.



	SalesOrderID OrderDate   SalesPerson      ProductName                     OrderQty

------------ ----------- ---------------- ------------------------------- --------

61184        2004-01-01  Shu Ito          Short-Sleeve Classic Jersey, S  5

61184        2004-01-01  Shu Ito          Touring-2000 Blue, 46           3

61184        2004-01-01  Shu Ito          Touring-3000 Blue, 50           11

61184        2004-01-01  Shu Ito          LL Touring Frame - Blue, 54     1

61184        2004-01-01  Shu Ito          Touring-3000 Yellow, 54         5

61184        2004-01-01  Shu Ito          Touring-2000 Blue, 60           4

61184        2004-01-01  Shu Ito          Touring-1000 Blue, 60           8

......

71847        2004-06-01  Jae Pak          Touring-2000 Blue, 60           6

71847        2004-06-01  Jae Pak          HL Touring Frame - Blue, 60     6

71847        2004-06-01  Jae Pak          HL Touring Handlebars           3

71847        2004-06-01  Jae Pak          Touring-2000 Blue, 46           4

71847        2004-06-01  Jae Pak          Touring-1000 Yellow, 50         2

71847        2004-06-01  Jae Pak          HL Touring Frame - Yellow, 60   4

(695 row(s) affected)



	Exercise 11

	We want to see information about countries and provinces. Join the CountryRegion and the StateProvince tables (both in the Person schema). Note that we want to keep the countries for which there are no provinces! Sort the result on country name and province name.

CountryName               ProvinceName

------------------------- --------------------

Afghanistan               NULL

Albania                   NULL

Algeria                   NULL

American Samoa            American Samoa

Andorra                   NULL

Angola                    NULL

......

Armenia                   NULL

Aruba                     NULL

Australia                 New South Wales

Australia                 Queensland

Australia                 South Australia

Australia                 Tasmania

Australia                 Victoria

......

Virgin Islands, British   NULL

Virgin Islands, U.S.      Virgin Islands

Wallis and Futuna         NULL

Yemen                     NULL

Zambia                    NULL

Zimbabwe                  NULL

(407 row(s) affected)


	
	

	Exercise 12
	Write a query that retrieves customers that have not yet placed an order. This can be done using an outer join because the customer exists in the Sales.Customer table but not in the Sales.SalesOrderHeader table. Your result set should look similar to the following.

CustomerID  SalesOrderID

----------- ------------

1           NULL

2           NULL

3           NULL

4           NULL

5           NULL

6           NULL

......

697         NULL

698         NULL

699         NULL

700         NULL

701         NULL

(701 row(s) affected)


	
	

	Exercise 13
	Using a full join we can retrieve a result set listing products that have no product model name and product model names that is not assigned to a specific product. Write a query that delivers the following result set by using the tables Production.Product and Production.ProductModel

ProductName                    ProductModelName

------------------------------ ---------------------

Adjustable Race                NULL

Bearing Ball                   NULL

BB Ball Bearing                NULL

Headset Ball Bearings          NULL

Blade                          NULL

LL Crankarm                    NULL

ML Crankarm                    NULL
               ………

NULL                           ML Road Seat/Saddle 1

NULL                           Road-350

NULL                           HL Mountain Seat/Saddle 1

NULL                           HL Road Seat/Saddle 1

NULL                           Mountain-400

NULL                           LL Mountain Seat/Saddle 1

NULL                           Road-550

NULL                           LL Road Seat/Saddle 2

(218 row(s) affected)

	
	

	
	


Part two, join and aggregations together.

	
	

	Exercise 1
	Step one, the join.

As a first step to the final solution, write a query that retrieves the employees working as salesmen. The table Sales.SalesPerson contains salesmen; we will later need the column BusinessEntityID for further joining to the OrderHeader table. Therefore we use this table as a starting point. Other tables in this first part are; Person.Person and HumanResources.Employee. BusinessEntityID in Sales.SalesPerson will match the BusinessEntityID in HumanResources.Employee for a join between the two tables. Also, incorporate the table Person.Person for names and the result set should look like the following. Use the LEFT function to format the Fullname column.
SalesPersonID Fullname

------------- ------------------------------

288           Syed Abbas

283           David Campbell

278           Garrett Vargas

279           Tsvi Reiter

277           Jillian Carson

                ………

290           Lynn Tsoflias

280           Pamela Ansman-Wolfe

287           Tete Mensa-Annan

281           Shu Ito

(17 row(s) affected)
Step two, adding the aggregates.

Join in the table Sales.SalesOrderHeader and use the SUM and COUNT functions for aggregating the values in [Total Sum] and 

[No. of Orders]. Your result set should look like the following.



	          BusinessEntityID Fullname                       Total Sum             No. of Orders

          ---------------- ------------------------------ --------------------- -------------

           279              Tsvi Reiter                    8714865,9695          429

           288              Rachel Valdez                  2241204,0424          130

           276              Linda Mitchell                 12647729,828          418

           274              Stephen Jiang                  1369624,6494          48

           278              Garrett Vargas                 4380714,2554          234
                                                    ………

           287              Amy Alberts                    891983,6435           39

           281              Shu Ito                        7929164,9665          242

           280              Pamela Ansman-Wolfe            4029938,3561          95

           277              Jillian Carson                 12157927,1912         473

           284              Tete Mensa-Annan               2814958,8942          140

(17 row(s) affected)


	
	

	Exercise 2
	We will now write a query that report sales by year and region. Use the tables Sales.SalesOrderHeader and Sales.SalesTerritory for a list of values aggregated and then grouped by year and region. The column SubTotal in Sales.SalesOrderHeader shall be aggregated. The DATEPART function will be used for presentation and grouping. Use the LEFT function to format the Region column.
Your result set should look like the following.

Year        Region                    SumTotal

----------- ------------------------- -----------------

2001        United Kingdom            291590,5194

2002        United Kingdom            1609778,0392

2003        United Kingdom            3951022,0868

2004        United Kingdom            2750729,2716

2001        Southwest                 2961600,4602

2002        Southwest                 9002297,4521
                                   ………

2003        Canada                    7408164,6002

2004        Canada                    3553586,2879

2001        Australia                 1309047,1978

2002        Australia                 2154284,8835

2003        Australia                 4115043,6171

2004        Australia                 3460099,6956

(40 row(s) affected) 

	
	

	Exercise 3
	We want to see which employee have been working in more than one department. 

Use the tables Person. Person, HumanResources.Employee and HumanResources.EmployeeDepartmentHistory.

The COUNT function in companion with GROUP BY and HAVING is used to find out the answer to our question. Your result set should look like the following.

BusinessEntityID LastName   Dpt. Count

---------------- ---------- -----------

4                Walters    2

16               Bradley    2

224              Vong       2

234              Norman     2

250              Word       3

(5 row(s) affected)  


	
	Combining Result Sets

	Exercise 4
	We want to produce a tiny sales report. What we aim is to see the minimum, maximum and average values from the column SubTotal in the table Sales.SalesOrderHeader. Use UNION to combine the three result sets you receive by using MIN, MAX and AVG aggregate functions in separate queries.

Write a query that result in the following.

Tiny Sales Report

-----------------------------------------

Average Order Value: 4046.95

Maximun Order Value: 224356.48

Minimum Order Value: 1.37

(3 row(s) affected)

	
	

	Exercise 5
	In the previous section you wrote an outer join to force all customers that not yet have placed an order (CustomerID exists in the Sales.Customers table but not in the Orders table). The following query is probably what you wrote.

SELECT C.CustomerID, SOH.SalesOrderID 

FROM Sales.Customer AS C

     LEFT OUTER JOIN Sales.SalesOrderHeader AS SOH 

        ON C.CustomerID = SOH.CustomerID

WHERE SOH.SalesOrderID IS NULL

ORDER BY CustomerID
Another way to achieve the same result is by using the EXCEPT operator. Write a query that combines two result sets and produce an equivalent answer, without the column showing a lot of NULL, as the OUTER JOIN. It should look like the following. 
CustomerID

-----------

1

2

3

4

5

6

...

698

699

700

701

(701 row(s) affected)


	
	

	
	Restricting the number of rows returned from a query

	
	

	Exercise 6
	Write a query that shows the ten most expensive products. The table to use is Production.Product. Use the TOP clause and our result set should look something like the result below.
ListPrice             name

--------------------- ------------------------

3578,27               Road-150 Red, 62

3578,27               Road-150 Red, 44

3578,27               Road-150 Red, 48

3578,27               Road-150 Red, 52

3578,27               Road-150 Red, 56

3399,99               Mountain-100 Silver, 38

3399,99               Mountain-100 Silver, 42

3399,99               Mountain-100 Silver, 44

3399,99               Mountain-100 Silver, 48

3374,99               Mountain-100 Black, 38

(10 row(s) affected)

	
	

	Exercise 7
	Write a query that shows price and name of the 1 % products that has the highest number of days to manufacture. The table to use is Production.Product. Your result set should look something like the result below. 

ListPrice             name

--------------------- -------------------------

3578,27               Road-150 Red, 62

3578,27               Road-150 Red, 44

3578,27               Road-150 Red, 48

3578,27               Road-150 Red, 52

3578,27               Road-150 Red, 56

1457,99               Road-450 Red, 58

(6 row(s) affected)


Lab Module5: Working with Subqueries
	
	

	Objectives
	First you will write a couple of simple subqueries. You will then move on and increase complexity in the use of subqueries.

Correlated subqueries are the next topic where the EXISTS keyword has its place. The labs for this module are closed with an exercise on Common Table Expressions.

	
	

	Estimated time to complete the lab
	90 minutes. 

	
	

	Exercise 1
	Write a query that filters data and return the column “Name” from table Production.Product. The filtering of rows is achieved by a WHERE clause that compares a single value from a subquery. 

The inner subquery shall return a specific ProductSubcategoryID that the outer query uses as a filter of products to include in the report. The inner query will use its own WHERE clause to deliver its value, the ProductSubcategoryID, by retrieving it where the column “Name” in table Production.ProductSubcategory have the value of ‘Saddles’.

The result set should look like the following.

Name

-----------------------------

LL Mountain Seat/Saddle

ML Mountain Seat/Saddle

HL Mountain Seat/Saddle

LL Road Seat/Saddle

ML Road Seat/Saddle

HL Road Seat/Saddle

LL Touring Seat/Saddle

ML Touring Seat/Saddle

HL Touring Seat/Saddle

(9 row(s) affected) 

	
	

	Exercise 2
	In this exercise you can change the previous query to deliver the following result set. The WHERE clause in the subquery will now use the wildcard string ‘Bo%’ for a comparison.

The result set should look like the following.

Name

----------------------------

Water Bottle - 30 oz.

Mountain Bottle Cage

Road Bottle Cage

LL Bottom Bracket

ML Bottom Bracket

HL Bottom Bracket

(6 row(s) affected) 

	
	

	Exercise 3
	Write a query that return all products that has the same price as the cheapest (lowest ListPrice) Touring Bike (ProductSubcategoryID = 3). Use the MIN() aggregate function in the subquery to return the lowest ListPrice to the outer query.

The result set should look like the following.

Name

--------------------------

Touring-3000 Blue, 54

Touring-3000 Blue, 58

Touring-3000 Blue, 62

               ………

Touring-3000 Yellow, 62

Touring-3000 Blue, 44

Touring-3000 Blue, 50

(10 row(s) affected)


	
	

	Exercise 4
	Part 1:

A list of countries (table: Person.CountryRegion, column: Name) that hosts less then ten instances of StateProvince in table Person.StateProvince is what your boss wants. Write a query that satisfies your boss.

Tip: a subquery using HAVING clause and aggregate function COUNT() can do the job.

The result set should look like the following.

Name

---------------------------

American Samoa

Australia

Germany

Micronesia

United Kingdom

Marshall Islands

Northern Mariana Islands

Palau

Virgin Islands, U.S.

(9 row(s) affected)

Part 2:

Rewrite the query as a JOIN, the same result set should be retrieved. Here HAVING and COUNT() are as useful as in the previous query.

	
	

	Exercise 5
	In this query we will put a subquery in an expression in the SELECT list. We would like to see a report on how the corporate salesmen are doing in their history of business (although some parameters in this exercise might be missing for a correct result).

Aggregate the average from column SubTotal in table Sales.SalesOrderHeader as a subquery (pay attention to the NULL values in column SalesPersonID), then substract the grouped averages by SalesPersonID in the outer query. Also, in the outer query NULL values can cause confusing results. Remember that NULL in the SalesPersonID column means Internet sales, and those sales are of no interest for this query.
 The result set should look like the following.

SalesPersonID SalesDiff

------------- ---------------------

284           2871,794

281           -7021,975

278           7022,1684

                ………

286           -5717,4173

289           8503,1384

283           1659,0548

(17 row(s) affected)

	
	

	Exercise 6
	In this exercise we will build the final query in three steps. The final result will show which bicycles that costs 400 to 800 less than the average bike. The final query will make use of a derived table to give us the answer.

Step 1:

Find out the average ListPrice value in table Production.Product. Restrict the rows you work on to values 1, 2 and 3 in the column ProductSubcategoryID.

The intermediate result set should be:

---------------------

1586,737

(1 row(s) affected)
Step 2:

Incorporate the entire previous query as a part of an expression in the new outer SELECT list you will write. Take column ListPrice from table Production.Product and subtract the previous query as the expression, give the new column the column alias ‘Diff’. Negative values indicate a cheaper bike.

The intermediate result set should look something like the following.

Name                                               Diff

-------------------------------------------------- ----------

Road-150 Red, 62                                   1991,533

Road-150 Red, 44                                   1991,533

Road-150 Red, 48                                   1991,533

Road-150 Red, 52                                   1991,533

Road-150 Red, 56                                   1991,533

Road-450 Red, 58                                   -128,747

Road-450 Red, 60                                   -128,747

Road-450 Red, 44                                   -128,747

Road-450 Red, 48                                   -128,747

………

Mountain-500 Black, 48                             -1046,747

Mountain-500 Black, 52                             -1046,747

Road-750 Black, 44                                 -1046,747

Road-750 Black, 48                                 -1046,747

Road-750 Black, 52                                 -1046,747

(97 row(s) affected)

Step 3:

Now, the final query.

Wrap parentheses around the previous query and turn it into a derived table, give it the alias ‘X’. Query the derived table for all its columns and use BETWEEN to extract bicycles that are in the interval 400 to 800, remember, negative values indicates cheaper. Give the BETWEEN a reflection of how it works, from the smallest to the largest value.

The final result set should look like the following.

Name                                               Diff

-------------------------------------------------- -----------

Mountain-300 Black, 38                             -506,747

Mountain-300 Black, 40                             -506,747

Mountain-300 Black, 44                             -506,747

Mountain-300 Black, 48                             -506,747

Road-550-W Yellow, 38                              -466,247

Road-550-W Yellow, 40                              -466,247

Road-550-W Yellow, 42                              -466,247

Road-550-W Yellow, 44                              -466,247

Road-550-W Yellow, 48                              -466,247

(9 row(s) affected)
You might also want to try writing this using a Common Table Expression (CTE, using WITH), instead of a derived table.

	
	

	Exercise 7
	In this exercise we will examine the correlated subquery. First you use a join and then a correlated subquery to do the same work. As a final part of this exercise you will compare execution plans between the two queries. Remember if not ORDER BY is present in the query; any arbitrary order will be chosen by SQL Server.
Part 1:

The following query reports the salesmen that had more than 5000 in bonus. Write and execute the query, save it for further use.

SELECT P.FirstName + ' ' + P.LastName

FROM Sales.SalesPerson SP 

JOIN HumanResources.Employee E 

    ON E.BusinessEntityID  = SP.BusinessEntityID

JOIN Person.Person AS P  

    ON E.BusinessEntityID = P.BusinessEntityID

WHERE Bonus > 5000
The result:

---------------------

Tsvi Reiter

Jae Pak

Lynn Tsoflias

(3 row(s) affected)
Part 2:

Rewrite the query and use a correlated subquery instead. When you are finished, save the query for part 3 of this exercise. 

Part 3:

Compare the both queries execution plans. What differs?

To do this, click the button “Include Actual Execution Plan”, and then the “Execute” button. When the queries are executed, you will see an extra tab in the result window. 

	
	

	Exercise 8
	In this exercise you will write a correlated subquery using EXISTS as the first exercise. Then, as the second, the join equivalent query.

We would like a report on the salesmen that are not assigned to a store to cover. The table Sales.SalesPerson can be used as the outer query table, the table Sales.Store is a candidate for the inner query. In the table Sales.Store you have a column by the name SalesPersonID, a sales person encountered in the Sales.SalesPerson but not in the Sales.Store table (BusinessEntityID column) is of interest in this report.

The result should be:

SalesPersonID

-------------

268

284

287

288

(4 row(s) affected)

Part 1:

Write the correlated subquery using EXISTS.

Part 2:

Write the JOIN equivalent query

	
	

	Exercise 9
	You will write a report on counting products and their belongings in product categories and product subcategories. As a tool you will use the Common Table Expression. The exercise is divided into two parts before the final query is complete.

Part 1:

First you write a query that gather the result set following. Table Production.Product and the aggregate function COUNT() will be used.
ProductSubcategoryID 

-------------------- -----------

NULL                 209
1                    32

2                    43

3                    22

                     ………

34                   1

35                   1

36                   2

37                   11

(38 row(s) affected)

Part 2:

Turn the previous query into a CTE by wrapping parentheses around it, name it “TempSet” and specify the column names as the syntax of CTE specifies. The CTE columns should have the names “ProdSubID” and “CountedProds”. Create the CTE and issue a SELECT * FROM TempSet to check functionality.

It should look like

ProdSubID   CountedProds

----------- ------------

NULL        211

1           32

2           43
          ………

35          1

36          2

37          11

(38 row(s) affected)
Then comment out the SELECT * FROM TempSet testquery.

Now join the table Production.ProductSubcategory and the CTE by appropriate columns and use SUM() aggregate function to summarize the CTE column “CountedProds”. Make the Join an outer join to catch the CTE column ProdSubIDs value of NULL.

The final result set should look something like the following.

ProductCategoryID SubCat      SumProds            

----------------- ----------- -----------

NULL              0           211

1                 3           97

2                 14          134

3                 8           35

4                 12          29
Warning: Null value is eliminated by an 

aggregate or other SET operation.

(5 row(s) affected)



Lab Module6: Modifying Data in Tables
	Objectives
	The lab begins with issuing a backup statement. Then you have a point of restore if AdventureWorks2008 sample database in someway become logically corrupt. Then you will work with transactions, continue with DML statements and measure performance for insert with and without indexes defined on the table.

In several of the exercises you will work your way through in several steps. The indented arrow symbol indicates a step. 

· This arrow symbol indicates a new step.

Estimated time to complete this lab: 60 minutes

	Important:


	For a successful completion of this lab, read the lab instructions carefully and reflect on what you are doing and what is happening. If you encounter any uncertainties, please notify your instructor.

	Exercise 0
	A backup set is never out of place when dealing with relational databases. Before modifying data in these labs we issue a backup statement, something might go wrong.

Create a folder named MyBackups in the root of the c-drive, then write and execute the following statement.

BACKUP DATABASE AdventureWorks2008 

TO DISK = 'C:\MyBackups\AW_BU.bak'

	
	

	Exercise 1
	This exercise will examine how to work with transactions.

Work your way through this exercise step by step. 

· Inspect what values the LastName column in a table hosts. Write and execute the following in AdventureWorks2008 sample database. 

SELECT LastName FROM Person.Person 
Take a look at the result set; you will soon alter data in the table.

· Now, start (but do not end) an explicit transaction, remember: BEGIN TRANSACTION and COMMIT/ROLLBACK TRANSACTION. 

· Inside the transaction, write and execute the following.

UPDATE Person.Person
SET LastName = 'Pettersson'

Issue the SELECT command previously executed, take a look at the result set. 

· Execute the following to examine the number of active transactions.

SELECT @@TRANCOUNT AS ActiveTransactions
The result informs you that an uncommitted transaction exists. If a COMMITT TRANSACTION now is issued, everybody in the table have a LastName of Pettersson, a restore of the database might be at hand.

· Now, rollback the transaction. 

Check the @@TRANCOUNT variable.

Execute the SELECT command again to see what LastName is reported. Now the state of the database is what is was before your transaction started.

	
	

	Exercise 2


	In this exercise we will insert data in a table without trouble. Although this the scope of this course do not cover DDL, you will create a table for insertion of data. Your instructor can answer any questions the CREATE TABLE statement might raise.

· Create the table by writing and executing the following. 
CREATE TABLE [dbo].[TempCustomers]

(


[ContactID] [int] NULL,


[FirstName] [nvarchar](50) NULL,


[LastName] [nvarchar](50) NULL,


[City] [nvarchar](30) NULL,


[StateProvince] [nvarchar](50) NULL

)
GO
· Insert data using the VALUES function. Try to insert two rows of data. Do this insertion of two rows in one batch and with only one Values function. No destination columns should be defined, although this is not recommended, you do this for the outcome of this exercise. Also, no NULL and DEFAULT is to be put in the VALUES().

Try to insert the following rows:
Row 1:

Column ContactID should be 1

Column FirstName should be Kalen

Column LastName should be Delaney

Row 2:
Insert the following row:

Column ContactID should be 2

Column FirstName should be Herrman

Column LastName should be Karlsson

Column City should be Vislanda

Column StateProvince should be Kronoberg 

You encountered an error message, reading the following.

Msg 10709, Level 16, State 1, Line 2

The number of columns for each row in a table value constructor must be the same.
Try to insert the following rows, notice that the last column reference is missing in both rows. No DEFAULT or NULL should be present.
Row 1:

Column ContactID should be 3
Column FirstName should be Tora
Column LastName should be Eriksson
Column City should be Gudsmedshyttan
Row 2:

Insert the following row:

Column ContactID should be 4
Column FirstName should be Charlie
Column LastName should be Carpenter
Column City should be Tappström
You encountered an error message, reading the following.

Msg 213, Level 16, State 1, Line 1

Column name or number of supplied values does not match table definition.
· Complete the INSERT statement with the column list, telling SQL Server which columns to insert data into. This is what you always should do.
Write a SELECT statement to retrieve all columns and rows from the table and execute to your result.

	
	

	Exercise 3
	Hopefully you will encounter some issues regarding an insert in this exercise. The table Production.Product has some constraints due to its definition. Insert a new row, the products name shall be RacingGizmo. 

Work your way through any error messages until the row has entered the table. 

Tip: You can for your convenience use GETDATE() for the date-columns.

	
	

	Exercise 4

	You will now use an INSERT…SELECT statement for insert into an existing table. The following query will give you the columns for an insert, make sure you follow Best Practices and use a column list. Use the following query to construct an INSERT…SELECT statement for data input into [dbo].[TempCustomers]. 
SELECT P.BusinessEntityID,  P.FirstName 


, P.LastName, PA.City , SP.Name 

FROM Person.Person AS P 

JOIN Person.BusinessEntity AS BE 


ON P.BusinessEntityID=BE.BusinessEntityID 

JOIN Person.BusinessEntityAddress AS BEA 


ON BE.BusinessEntityID = BEA.BusinessEntityID 

JOIN Person.Address PA 


ON BEA.AddressID=PA.AddressID 

JOIN Person.StateProvince AS SP 


ON PA.StateProvinceID = SP.StateProvinceID

	
	

	Exercise 5

	In this exercise we will examine insert performance differences. If or if not the table targeted for an insert have indexes defined, it will make a difference. We will also be aware of the importance of a column list when inserting data.

The following T-SQL will be used in this exercise, write it and save the file.
-- Empty the table 

-- and flush the buffer and plan caches

TRUNCATE TABLE dbo.TempCustomers

GO

DBCC DROPCLEANBUFFERS

DBCC FREEPROCCACHE

GO
-- Insert data and measure the time

DECLARE @Start DATETIME2, @Stop DATETIME2

SELECT @Start = SYSDATETIME()

INSERT INTO dbo.TempCustomers 

    (ContactID, FirstName, LastName)

SELECT BusinessEntityID, FirstName, LastName 

FROM Person.Person 

SELECT @Stop = SYSDATETIME()

SELECT DATEDIFF(ms,@Start,@Stop) as MilliSeconds
· First you execute the part to truncate the table and flush the .
· Second you select and execute the INSERT statement from the declaration of variables to the DATEDIFF() function. Without the column list the query would not execute, a couple of columns are missing in the INSERT statement.

· Record the output in milliseconds it took to execute. This measurement is for the cold cache. 
· Now, just truncate the table, do not flush the buffer cache. Execute the INSERT statement again and record the time. This measurement is for the warm cache.
· Repeat the above steps another time to see a fairly accurate average.
· TRUNCATE the table to prepare for the next part of this exercise.

· The next T-SQL creates some indexes to slow down the insert (but helps a lot with SELECT). Write it and save it to your file. 

CREATE UNIQUE CLUSTERED INDEX [Unique_Clustered] 

ON [dbo].[TempCustomers] 

( [ContactID] ASC )

GO

CREATE NONCLUSTERED INDEX [NonClustered_LName] 

ON [dbo].[TempCustomers] 

( [LastName] ASC )

GO

CREATE NONCLUSTERED INDEX [NonClustered_FName] 

ON [dbo].[TempCustomers] 

( [FirstName] ASC )

Now is the time to measure the time it takes to insert data in indexed tables. The workflow is the same this time.

· Execute the part that truncates the table and flush the caches.

· Select and execute the INSERT statement from the declaration of variables to the DATEDIFF() function. 

· Record the output in milliseconds it took to execute. This measurement is for the cold cache.

· Now, just truncate the table, do not flush the buffer cache. Execute the INSERT statement again and record the time. This measurement is for the warm cache.
· Repeat the above steps another time to see a fairly accurate average.
Compare the time it took this time and the previous without indexes. What difference can you notice?

	
	

	Exercise 6

	In this exercise we will deliberately encounter a series of error messages to observe how SQL Server makes use of different constraints for data integrity. These constraints are not always implemented in the databases you will work with back at your office, but it is preferred to make use of the tools for data integrity SQL Server expose when modeling a database schema.

Objectives:

First you will create a temporary table populated from an existing table in AdwentureWorks2008 and the try to push back the rows into the existing table. During this process a series of errors will be raised. 

Note:

This exercise is for lab experience, not a reflection of how common work with SQL Server commonly be carried out.

Part 1:

Write and execute a SELECT...INTO statement that populates a table named #TempTab. This local temporary table shall have six columns selected from the Person.Person table, see below. A filter must be applied, only LastName of 'Achong' and 'Acevedo' shall be imported in the temporary table.

The columns from Person.Person table shall be.

· BusinessEntityID

· PersonType

· FirstName

· LastName

· Title
· EmailPromotion
Verify that two rows are imported by querying the table.

SELECT * FROM #TempTab

Use the rows in the temporary table as a source for insert into the Person.Person table. Write and execute an INSERT…SELECT statement with a column list specifying the six columns selected. When trying to do the INSERT, you encounter the following:
Msg 2627, Level 14, State 1, Line 1

Violation of PRIMARY KEY constraint 'PK_Person_BusinessEntityID'. Cannot insert duplicate key in object 'Person.Person'.

The statement has been terminated.
The uniqueness of records in Person.Person cannot be violated. The Primary Key tells us that SQL Server will not go along with this. We must assign new values to the key if an INSERT shall take place. To do this we fetch the maximum value if BusinessEntityID from Person.Person and UPDATE the temporary table with two new values in two different manors.

Part 2:

UPDATE the BusinessEntityID column via a SubQuery. Use the MAX() function to fetch the maximum BusinessEntityID from Person.Person and add +1 to the BusinessEntityID in your temporary table the at the same time.
Secondly, UPDATE the last row in your temporary table using the value in BusinessEntityID column, in other words, add 1 to the existing value using an UPDATE statement.

Try to do the INSERT again, now when you have unique values in the temporary table. Luckily SQL Server tells you that this not is possible due a Foreign Key pointing to the Person.BusinessEntity table holding the master records of individuals in the database.  
Msg 547, Level 16, State 0, Line 1

The INSERT statement conflicted with the FOREIGN KEY constraint "FK_Person_BusinessEntity_BusinessEntityID". The conflict occurred in database "AdventureWorks2008", table "Person.BusinessEntity", column 'BusinessEntityID'.

The statement has been terminated.
Before we can enter new rows in the Person.Person table the Person.BusinessEntity table must have entries of the new values of BusinessEntityID in your temporary table. Write and execute the following twice to enter new values in the Person.BusinessEntity table:
Step 3:

-- Execute the following twice

Insert Person.BusinessEntity 

Values(DEFAULT, DEFAULT)
If you take a look at the table definition of the Person.BusinessEntity you will notice the BusinessEntityID column has an IDENTITY specification, therefore you only enter two DEFAULTS. Now the BusinessEntityID column has the two new values needed for insert into Person.Person. Because application development and lookups of data are beyond the scope of this course, we just manipulate the tables directly.
Try to do the INSERT INTO Person.Person from your temporary table again. This time it should work fine.
Drop the temporary table by issuing the following command.

DROP TABLE #TempTab

Verify that the rows entered into the Person.Person table exist. Use a SELECT command with a WHERE clause checking the column ModifiedDate. Use the example format '2009-02-08' to select the two rows that have the date part greater than the example date.

	
	

	Exercise 7

	Write and execute an UPDATE statement against table Person.Person. Change column FirstName to ‘Gurra’ and the column LastName to ‘Tjong’ where column ContactID equals the first ContactID obtained in the previous exercise, in one SET operation.

	
	

	Exercise 8
	Write and execute a single query that raises the ListPrice by 10 % on those products (table Producttion.Product) that are covered by the product subcategory name ‘Gloves’. You can use either a JOIN or a subquery to make it in one statement.

	
	

	Exercise 9
	Write a query that makes use the OUTPUT clause. Update the table Production.ProductCategory, the column Name shall have a value of ‘Parts’ where the column ProductCategoryID is 3. We want to see the value before and after the update, as the following result set shows. 

Before
After

--------- ----------

Clothing
Parts 
(1 row(s) affected)

	
	

	Exercise 10
	Write and execute a DELETE statement to remove rows from the dbo.TempCustomers table. The rows to be removed have the value of 'Smith' in the LastName column.

	
	


Lab Solutions

Lab2 Solutions

	
	

	Solutions
	The following 15 code snippets are suggestions for the second module. 

	
	

	Exercise 1


	SELECT ProductID, [Name], Color, ListPrice 

FROM Production.Product

	
	

	Exercise 2


	SELECT ProductID, [Name], Color, ListPrice 

FROM Production.Product

WHERE ListPrice <> 0

	
	

	Exercise 3


	SELECT ProductID, [Name], Color, ListPrice 

FROM Production.Product

WHERE Color IS NULL

	
	

	Exercise 4


	SELECT ProductID, [Name], Color, ListPrice 

FROM Production.Product

WHERE Color IS NOT NULL

	
	

	Exercise 5


	SELECT ProductID, [Name], Color, ListPrice 

FROM Production.Product

WHERE Color IS NOT NULL AND ListPrice > 0

	
	

	Exercise 6


	SELECT  [Name] + ' : ' + Color AS [Name And Color] 

FROM Production.Product

WHERE Color IS NOT NULL

	
	

	Exercise 7


	SELECT  'NAME: ' + [Name] + '  --  COLOR: ' 

      + Color AS [Name And Color] 

FROM Production.Product

WHERE Color IS NOT NULL

	
	

	Exercise 8


	SELECT ProductID, [Name] 

FROM Production.Product

WHERE ProductID BETWEEN 400 AND 500

	
	

	Exercise 9


	SELECT ProductID, [Name], Color

FROM Production.Product

WHERE Color IN ('Black','Blue')

	
	

	Exercise 10


	SELECT [Name], ListPrice 

FROM Production.Product

WHERE [Name] LIKE 's%'

ORDER BY [Name]

	
	

	Exercise 11


	SELECT [Name], ListPrice 

FROM Production.Product

WHERE [Name] LIKE '[sa]%'

ORDER BY [Name]

	
	

	Exercise 12


	SELECT [Name], ListPrice 

FROM Production.Product

WHERE [Name] LIKE 'spo[^k]%'

ORDER BY [Name]

	
	

	Exercise 13


	SELECT DISTINCT Color 

FROM Production.Product

	
	

	Exercise 14


	SELECT DISTINCT ProductSubcategoryID, Color 

FROM Production.Product

WHERE ProductSubcategoryID IS NOT NULL 

      AND Color IS NOT NULL

ORDER BY ProductSubcategoryID ASC, Color DESC

	
	

	Exercise 15


	SELECT ProductSubCategoryID

      , LEFT([Name],35) AS [Name]

      , Color, ListPrice 

FROM Production.Product

WHERE Color IN ('Red','Black') 

      AND ProductSubCategoryID = 1 

      OR ListPrice BETWEEN 1000 AND 2000

ORDER BY ProductID


	Exercise 16

	SELECT [Name], 

 ISNULL(Color, 'Unknown') AS Color, ListPrice 

FROM Production.Product

	
	

	
	

	
	


Lab 3 Solutions

	
	

	Exercise 1
	SELECT COUNT(*) FROM Production.Product

	
	

	Exercise 2
	SELECT COUNT(ProductSubcategoryID) AS HasSubCategoryID 

FROM Production.Product

	
	

	Exercise 3
	SELECT ProductSubcategoryID

      , COUNT([Name]) AS CountedProducts

FROM Production.Product

GROUP BY ProductSubcategoryID

	
	

	Exercise 4
	First

SELECT COUNT(*) - COUNT(ProductSubcategoryID) 

FROM Production.Product

Second

SELECT COUNT(*) AS NoSubCat FROM Production.Product

WHERE ProductSubcategoryID IS NULL

	
	

	Exercise 5
	SELECT ProductID, SUM(quantity) AS TheSum

FROM Production.ProductInventory

GROUP BY ProductID

	
	

	Exercise 6
	SELECT ProductID, SUM(quantity) AS TheSum

FROM Production.ProductInventory

WHERE LocationID = 40

GROUP BY ProductID

HAVING SUM(quantity) < 100



	
	

	Exercise 7
	SELECT Shelf, ProductID

      , SUM(quantity) AS TheSum

FROM Production.ProductInventory

WHERE LocationID = 40

GROUP BY ProductID, shelf

HAVING SUM(quantity) < 100


	
	

	Exercise 8
	SELECT AVG(Quantity) AS TheAvg

FROM Production.ProductInventory

Where LocationID = 10


	
	

	Exercise 9
	SELECT ProductID, Shelf

      , AVG(Quantity) AS TheAvg

FROM Production.ProductInventory

WHERE LocationID = 10 AND Shelf <> 'N/A'

GROUP BY ROLLUP (Shelf, ProductID) 

ORDER BY Shelf

	Exercise 10


	SELECT 
 Color
,Class
,COUNT(*) AS TheCount
,AVG(ListPrice) AS AvgPrice
FROM Production.Product
WHERE Class IS NOT NULL AND Color IS NOT NULL
GROUP BY GROUPING SETS ((Color), (Class))


	Exercise 11
	SELECT ProductSubcategoryID

      , COUNT(Name) as Counted

      , GROUPING(ProductSubcategoryID) AS                   

             IsGrandTotal

FROM Production.Product

GROUP BY ROLLUP (ProductSubcategoryID)

ORDER BY ProductSubcategoryID



	Exercise 12
	SELECT 

 ROW_NUMBER() OVER (ORDER BY Name) AS DictOrder

,Name 

FROM Production.ProductCategory

ORDER BY DictOrder



	Exercise 13
	SELECT p.Name, i.LocationID, i.Quantity

    ,RANK() OVER (PARTITION BY i.LocationID 

        ORDER BY i.Quantity DESC) AS [RANK]

FROM Production.ProductInventory i 

    INNER JOIN Production.Product AS p 

    ON i.ProductID = p.ProductID

WHERE LocationID IN(2,3,4)

ORDER BY  LocationID, [RANK]



	
	


Lab 4 Solutions
	
	

	
	Solutions Part one

	
	

	Exercise 1
	SELECT CR.[Name] AS Country
      , SP.[Name] AS Province
FROM Person.CountryRegion AS CR
     JOIN Person.StateProvince AS SP
        ON CR.CountryRegionCode = SP.CountryRegionCode

	
	

	Exercise 2
	SELECT CR.[Name] AS Country
      , SP.[Name] AS Province
FROM Person.CountryRegion AS CR
     JOIN Person.StateProvince AS SP
        ON CR.CountryRegionCode = SP.CountryRegionCode
WHERE CR.[Name] IN ('Germany','Canada')
ORDER BY Country ASC, Province ASC  

	
	

	Exercise 3

	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,soh.SalesPersonID

,p.BusinessEntityID

,p.Bonus

,p.SalesYTD

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Sales.SalesPerson AS p 

   ON soh.SalesPersonID = p.BusinessEntityID

	
	

	Exercise 4

	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,e.JobTitle

,p.Bonus

,p.SalesYTD

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Sales.SalesPerson AS p 
   ON soh.SalesPersonID = p.BusinessEntityID

 INNER JOIN HumanResources.Employee AS e 
   ON p.BusinessEntityID = e.BusinessEntityID

	
	

	Exercise 5

	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName

,prs.LastName

,p.Bonus

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Sales.SalesPerson AS p 

    ON soh.SalesPersonID = p.BusinessEntityID

 INNER JOIN HumanResources.Employee AS e 

    ON p.BusinessEntityID = e.BusinessEntityID

 INNER JOIN Person.Person AS prs 

    ON e.BusinessEntityID = prs.BusinessEntityID


	
	

	Exercise 6


	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName

,prs.LastName

,p.Bonus

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Sales.SalesPerson AS p 

   ON soh.SalesPersonID = p.BusinessEntityID

 INNER JOIN Person.Person AS prs 

   ON p.BusinessEntityID = prs.BusinessEntityID


	
	

	Exercise 7


	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName

,prs.LastName

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Person.Person AS prs 
   ON soh.SalesPersonID = prs.BusinessEntityID


	
	

	Exercise 8


	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName + ' ' + prs.LastName AS SalesPerson

,sod.ProductID

,sod.OrderQty

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Person.Person AS prs

   ON soh.SalesPersonID = prs.BusinessEntityID

 INNER JOIN Sales.SalesOrderDetail AS sod

   ON soh.SalesOrderID = sod.SalesOrderID

ORDER BY OrderDate, SalesOrderID



	
	

	Exercise 9


	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName + ' ' + prs.LastName AS SalesPerson

,p.Name AS ProductName

,sod.OrderQty

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Person.Person AS prs

    ON soh.SalesPersonID = prs.BusinessEntityID

 INNER JOIN Sales.SalesOrderDetail AS sod

    ON soh.SalesOrderID = sod.SalesOrderID

 INNER JOIN Production.Product AS p 

    ON p.ProductID = sod.ProductID

ORDER BY OrderDate, SalesOrderID



	
	

	Exercise 10


	SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName + ' ' + prs.LastName AS SalesPerson

,p.Name AS ProductName

,sod.OrderQty

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Person.Person AS prs

    ON soh.SalesPersonID = prs.BusinessEntityID

 INNER JOIN Sales.SalesOrderDetail AS sod

    ON soh.SalesOrderID = sod.SalesOrderID

 INNER JOIN Production.Product AS p 

    ON p.ProductID = sod.ProductID

WHERE soh.SubTotal > 100000

  AND YEAR(soh.OrderDate) = 2004

ORDER BY OrderDate, SalesOrderID

Tip: For above query, SQL Server cannot seek through an index, it can only do an index scan, on the OrderDate column if an index exists. Below query allows that; Notice the WHERE clause:
SELECT 

 soh.SalesOrderID

,soh.OrderDate

,prs.FirstName + ' ' + prs.LastName AS SalesPerson

,p.Name AS ProductName

,sod.OrderQty

FROM Sales.SalesOrderHeader AS soh

 INNER JOIN Person.Person AS prs

    ON soh.SalesPersonID = prs.BusinessEntityID

 INNER JOIN Sales.SalesOrderDetail AS sod

    ON soh.SalesOrderID = sod.SalesOrderID

 INNER JOIN Production.Product AS p 

    ON p.ProductID = sod.ProductID

WHERE soh.SubTotal > 100000

  AND soh.OrderDate >= '20040101'

  AND soh.OrderDate < '20050101'

ORDER BY OrderDate, SalesOrderID

	
	

	Exercise 11


	SELECT

 c.Name AS CountryName

,p.Name AS ProvinceName

FROM Person.CountryRegion AS c

  LEFT OUTER JOIN Person.StateProvince AS p

    ON c.CountryRegionCode = p.CountryRegionCode

ORDER BY CountryName, ProvinceName

	
	

	Exercise 12
	SELECT C.CustomerID, SOH.SalesOrderID 

FROM Sales.Customer AS C

     LEFT OUTER JOIN Sales.SalesOrderHeader AS SOH 

        ON C.CustomerID = SOH.CustomerID

WHERE SOH.SalesOrderID IS NULL

ORDER BY CustomerID
Above results can also be achieved using NOT EXISTS (as will be discussed in an upcoming module):

SELECT C.CustomerID, NULL AS SalesOrderID

 FROM Sales.Customer AS c

 WHERE NOT EXISTS

   (SELECT * FROM Sales.SalesOrderHeader AS soh

      WHERE soh.CustomerID = c.CustomerID)

	
	

	Exercise 13
	SELECT P.[Name] AS ProductName

      , PM.[Name] AS ProductModelName

FROM Production.Product AS P

     FULL OUTER JOIN Production.ProductModel AS PM 

        ON p.ProductModelID = PM.ProductModelID

WHERE P.[Name] IS NULL OR PM.[Name] IS NULL


	
	Lab solutions Part two

	
	

	Exercise 1
	Step one:
SELECT sp.BusinessEntityID 
      , LEFT(P.firstname + ' ' + P.lastname,30) 
            AS Fullname 
FROM Sales.SalesPerson AS SP
     INNER JOIN HumanResources.Employee AS E
        ON E.BusinessEntityID  = SP.BusinessEntityID 
     INNER JOIN Person.Person AS P
        ON P.BusinessEntityID  = E.BusinessEntityID
Step two:
SELECT sp.BusinessEntityID 
      , LEFT(P.firstname + ' ' + P.lastname,30) 
            AS Fullname
      , SUM(SOH.SubTotal) AS [Total Sum]
      , COUNT(SOH.SalesPersonID) AS [No. of Orders] 
FROM Sales.SalesPerson AS SP
     INNER JOIN HumanResources.Employee AS E
        ON E.BusinessEntityID  = SP.BusinessEntityID 
     INNER JOIN Person.Person AS P
        ON P.BusinessEntityID  = E.BusinessEntityID 
     INNER JOIN Sales.SalesOrderHeader AS SOH
       ON SP.BusinessEntityID = SOH.SalesPersonID
GROUP BY SP.BusinessEntityID 

 , LEFT(P.firstname + ' ' + P.lastname,30)

	
	

	Exercise 2
	SELECT DATEPART(year,OrderDate) AS [Year]
      , LEFT([Name], 25) AS Region
      , SUM(SubTotal) AS SumTotal
FROM Sales.SalesOrderHeader AS SOH
      JOIN Sales.SalesTerritory AS ST 
         ON  SOH.TerritoryID = ST.TerritoryID
GROUP BY DATEPART(year, SOH.OrderDate), [Name] 
ORDER BY  [Name] DESC
      , DATEPART(year,OrderDate) ASC


	
	

	Exercise 3
	SELECT E.BusinessEntityID
      , LEFT(P.Lastname,10) AS LastName
      , COUNT(DH.DepartmentID) AS [Dpt. Count]
FROM HumanResources.EmployeeDepartmentHistory AS DH
      JOIN HumanResources.Employee AS E 
         ON DH.BusinessEntityID = E.BusinessEntityID
      JOIN Person.Person AS P 
         ON E.BusinessEntityID = P.BusinessEntityID
GROUP BY E.BusinessEntityID, P.Lastname
HAVING COUNT(DH.DepartmentID) > 1

	
	

	Exercise 4

	SELECT 'Minimum Order Value: ' + CAST(MIN(SubTotal) 
      AS VARCHAR(20))  AS [Tiny Sales Report] 
FROM  Sales.SalesOrderHeader
UNION
SELECT 'Maximun Order Value: ' + CAST(MAX(SubTotal) 
      AS VARCHAR(20)) 
FROM  Sales.SalesOrderHeader
UNION
SELECT 'Average Order Value: ' + CAST(AVG(SubTotal) 
      AS VARCHAR(20)) 
FROM  Sales.SalesOrderHeader

	
	

	Exercise 5


	SELECT CustomerID FROM Sales.Customer
EXCEPT
SELECT CustomerID FROM Sales.SalesOrderHeader

	
	

	Exercise 6


	SELECT TOP(10) ListPrice, [Name] 

FROM Production.Product

ORDER BY ListPrice DESC

	
	

	Exercise 7
	SELECT TOP(1) PERCENT

      ListPrice, [Name]

FROM Production.Product

ORDER BY DaysToManufacture desc


Lab5 Solutions

	
	

	
	The following queries are suggestions for lab answers.

	
	

	Exercise 1
	SELECT [Name] FROM Production.Product

WHERE ProductSubcategoryID = 

    (SELECT ProductSubcategoryID

     FROM Production.ProductSubcategory

     WHERE [Name] = 'Saddles')

	
	

	Exercise 2
	SELECT [Name] FROM Production.Product

WHERE ProductSubcategoryID IN 

    (SELECT ProductSubcategoryID

     FROM Production.ProductSubcategory

     WHERE [Name] Like 'Bo%')

	
	

	Exercise 3
	SELECT Name FROM Production.Product

WHERE ListPrice =(

SELECT MIN(ListPrice) FROM Production.Product

WHERE ProductSubcategoryID = 3)


	
	

	Exercise 4
	Part 1:

SELECT [Name] 

FROM Person.CountryRegion

WHERE CountryRegionCode IN 

      (SELECT CountryRegionCode

       FROM Person.StateProvince

       GROUP BY CountryRegionCode

       HAVING COUNT(*) < 10)

Part 2:

SELECT CR.[Name]

FROM Person.CountryRegion AS CR

  JOIN Person.StateProvince AS SP

    ON CR.CountryRegionCode = SP.CountryRegionCode

GROUP BY CR.[Name]

HAVING COUNT(*)<10

	
	

	Exercise 5
	SELECT soh.SalesPersonID 

    ,(SELECT AVG(sod.SubTotal) 

      FROM Sales.SalesOrderHeader AS sod

      WHERE sod.SalesPersonID IS NOT NULL)

     - AVG(SubTotal) AS SalesDiff

FROM Sales.SalesOrderHeader AS soh

WHERE soh.SalesPersonID IS NOT NULL

GROUP BY soh.SalesPersonID


	
	

	Exercise 6
	Step 1:

SELECT AVG(ListPrice) 

FROM Production.Product

WHERE ProductSubcategoryID IN (1,2,3)

Step 2:

SELECT 

 p2.Name

,p2.ListPrice - 

  (SELECT AVG(p1.ListPrice) 

   FROM Production.Product AS p1

   WHERE p1.ProductSubcategoryID IN (1,2,3)) 

 AS Diff

FROM Production.Product AS p2

WHERE p2.ProductSubcategoryID IN (1,2,3) 
Step 3:

As a derived table:

SELECT * 

FROM (

  SELECT 

     p2.Name

    ,p2.ListPrice - 

       (SELECT AVG(p1.ListPrice) 

        FROM Production.Product AS p1

        WHERE p1.ProductSubcategoryID IN (1,2,3)) 

     AS Diff

  FROM Production.Product AS p2

  WHERE p2.ProductSubcategoryID IN (1,2,3)

  ) AS x

WHERE x.Diff BETWEEN -800 and -400
Using a common table expression:
WITH x AS

(

  SELECT 

     p2.Name

    ,p2.ListPrice - 

       (SELECT AVG(p1.ListPrice) 

        FROM Production.Product AS p1

        WHERE p1.ProductSubcategoryID IN (1,2,3)) 

     AS Diff

  FROM Production.Product AS p2

  WHERE p2.ProductSubcategoryID IN (1,2,3)

)

SELECT * 

FROM x

WHERE x.Diff BETWEEN -800 and -400

	
	

	Exercise 7
	Part 2:

SELECT P.FirstName + ' ' + P.LastName

FROM Person.Person AS P 

  JOIN HumanResources.Employee AS E

    ON E.BusinessEntityID = P.BusinessEntityID

WHERE 5000 <

    (SELECT Bonus

     FROM Sales.SalesPerson SP

     WHERE E.BusinessEntityID = SP.BusinessEntityID)
Part 3:

Nothing, SQL Server optimizer evaluates to the same plan.

	
	

	Exercise 8
	Part 1:

SELECT sp.BusinessEntityID 

FROM  Sales.SalesPerson AS sp

WHERE NOT EXISTS 

    (SELECT s.SalesPersonID FROM Sales.Store AS s

     WHERE s.SalesPersonID = sp.BusinessEntityID)
Part 2:

SELECT sp.BusinessEntityID 

FROM Sales.SalesPerson AS sp

  LEFT JOIN Sales.Store AS s

    ON s.SalesPersonID = sp.BusinessEntityID

WHERE s.name IS NULL

	
	

	Exercise 9
	-- The CTE

WITH TempSet (ProdSubID, CountedProds) AS

(SELECT ProductSubcategoryID, COUNT(ProductID) 

FROM Production.Product

GROUP BY ProductSubcategoryID)

-- The Query

SELECT ProductCategoryID

    , COUNT(ProductSubcategoryID) AS SubCat

    , SUM(CountedProds) as SumProds

FROM Production.ProductSubcategory PS

   RIGHT JOIN TempSet T 

      ON (T.ProdSubID = PS.ProductSubcategoryID)

GROUP BY ProductCategoryID


	
	

	
	

	
	


Lab 6 Solutions

	
	

	Exercise 0
	No solution code

	
	

	Exercise 1
	No solution code


	
	

	Exercise 2
	The one with errors:

INSERT INTO [dbo].[TempCustomers]

VALUES  (1,'Kalen','Delaney')

       ,(2,'Herrman','Karlsson','Vislanda','Kronoberg')
The one with no errors:

INSERT INTO [dbo].[TempCustomers]

VALUES  (1,'Kalen','Delaney',DEFAULT, DEFAULT)

       ,(2,'Herrman','Karlsson','Vislanda','Kronoberg')

	
	

	Exercise 3
	INSERT INTO Production.Product (Name, ProductNumber


, SafetyStockLevel, ReorderPoint


, StandardCost, ListPrice


, DaysToManufacture, SellStartDate)

VALUES('RacingGizmo', 'AB-1234', 10, 2, 50, 20, 1, GETDATE())

	
	

	Exercise 4
	INSERT INTO dbo.TempCustomers 

    (ContactID, FirstName, LastName, City, StateProvince)

SELECT P.BusinessEntityID,  P.FirstName 

    , P.LastName, PA.City , SP.Name 

FROM Person.Person AS P 

JOIN Person.BusinessEntity AS BE 

    ON P.BusinessEntityID=BE.BusinessEntityID 

JOIN Person.BusinessEntityAddress AS BEA 

    ON BE.BusinessEntityID = BEA.BusinessEntityID 

JOIN Person.Address PA 

    ON BEA.AddressID=PA.AddressID 

JOIN Person.StateProvince AS SP 

    ON PA.StateProvinceID = SP.StateProvinceID

	
	

	Exercise 5
	The big difference is not warm or cold cache (not so much data, although), it is the indexes that makes the big difference.

	
	

	Exercise 6

	The import into the temporary table:

-- Part 1
SELECT BusinessEntityID, PersonType


, FirstName, LastName


, Title, EmailPromotion  

INTO #TempTab

FROM Person.Person 

WHERE LastName IN ('Achong','Acevedo')
-- Check

select * from #TempTab 

The import back to the Person.Person table:

-- Part 2: The first error.
INSERT INTO Person.Person  

    (BusinessEntityID, PersonType , FirstName

    , LastName, Title, EmailPromotion)

SELECT * FROM #TempTab 

-- Start fixing, first this

UPDATE #TempTab

SET BusinessEntityID = 


(


   SELECT MAX(BusinessEntityID) + 1


   FROM Person.Person 


)

-- Second 
UpDate #TempTab

Set BusinessEntityID = BusinessEntityID + 1

Where FirstName = 'Gustavo' and LastName = 'Achong'
The import back to the Person.Person table continued:

-- Part 3

-- Execute the following twice

Insert Person.BusinessEntity 

Values(DEFAULT, DEFAULT)
Verification:
SELECT * FROM Person.Person 

WHERE ModifiedDate > '2009-02-08' 
-- For an example of a date

	
	

	Exercise 7

	UPDATE Person.Person 

SET  FirstName = 'Gurra'

    , LastName = 'Tjong' 

WHERE BusinessEntityID = 20781

	
	

	Exercise 8
	UPDATE Production.Product

SET ListPrice = ListPrice * 1.1

WHERE ProductSubCategoryID = 

    (SELECT ProductSubCategoryID

     FROM Production.ProductSubCategory

     WHERE [Name] = 'Gloves')


	
	

	Exercise 9
	UPDATE Production.ProductCategory 

SET Name = 'Parts'

OUTPUT DELETED.Name AS [Before] 

    , INSERTED.Name AS [After]

WHERE ProductCategoryID = 3

	
	

	Exercise 10
	DELETE FROM dbo.TempCustomers 

WHERE LastName = 'Smith'

	
	

	
	

	
	

	
	

	
	

	
	


